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Advanced Research Computing (ARC) leads advances in data-intensive and
computational science at University of Michigan and beyond by providing U-M
researchers a comprehensive and robust computing ecosystem.
Eric Michielssen
Associate Vice President for Advanced
Research Computing
Professor of Electrical Engineering
and Computer Science

Sharon Broude Geva
Director, Advanced Research
Computing

The Michigan Institute for Data Science (MIDAS) empowers innovative, data-driven
research, leveraging U-M faculty expertise in areas such as transportation, learning analytics, health, and social science.
Alfred Hero
MIDAS Co-Director
Professor of Electrical Engineering
and Computer Science

Brian Athey
MIDAS Co-Director
Professor of Computational
Medicine & Bioinformatics

The Michigan Institute for Computational Discovery and Engineering
(MICDE) advances new approaches to computationally intensive modeling and
simulations across disciplines of science and engineering.
Krishna Garikipati, MICDE Director, Professor of Mechanical Engineering & Math

Advanced Research Computing - Technology Services (ARC-TS) develops, builds and maintains cutting-edge computing infrastructure resources
available to the entire U-M research community.
Brock Palen, ARC-TS Director

Consulting for Statistics, Computing and Analytics Research (CSCAR) provides workshops, training, and consulting services to help U-M researchers from all disciplines take full advantage of the University’s advanced
computing resources.
Kerby Shedden, CSCAR Director, Professor of Statistics

Cover illustration: Simulations from Prof. Sharon Glotzer’s research group led to the most complex
human-made crystal of nanoparticles ever made (see page 4 for more).
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A message from Eric Michielssen, Associate Vice
President for Advanced Research Computing
Advanced Research Computing at U-M (ARC) enjoyed
another year of significant growth in 2017.
Our mission at ARC is to enable and support the University of Michigan’s world-class research community by
providing easy and comprehensive access to the research
computing expertise, programs and tools it needs. As
the speed and power of scientific computing resources
continues to grow, an increasing number of researchers
from across the spectrum of disciplines are tapping into
the capabilities of these computing tools to advance their
scientific pursuits, expanding the community we serve.
At the University of Michigan, the range of people
who need to learn about and use computational resources is wide and diverse -- from undergraduate and
graduate students, to post-docs, to early and well-established faculty members; from experienced users of
advanced computational tools to those just starting to
use them; and from many disciplines, including Engineering, Health and Medical Sciences, Social Sciences,
Natural Sciences, and Humanities.
New projects enabled by ARC resources over the past
year included design and real-time operations of on-demand mobility systems and data-driven transportation
infrastructure; use of high-frequency satellite images
of the earth at night to monitor international efforts to
increase access to energy across the developing world;
a longitudinal study of bipolar disorder; and a digital
humanities project archiving artifacts and documents
relating to the Latina/Chicana struggle for civil rights.
See page 4 for more research highlights.
Nurturing such a disparate group of people takes
more than just data centers full of racks. It takes a
level of innovation, collaboration, responsiveness and
flexibility that we have continually worked to elevate
and improve at ARC.
We are committed to the education and training of a
workforce well-versed in research computing. We are
also dedicated to the University of Michigan’s diversity, equity and inclusion objectives through many
new initiatives, including the expansion of our reach
outside campus through camps and workshops for
high school and college students, and a number of
new collaborations with industry partners.
U-M’s collaborative and multidisciplinary focus is
reflected in ARC’s two research institutes, the Michigan Institute for Computational Discovery and

Engineering (MICDE) and
the Michigan Institute for
Data Science (MIDAS).
Together, 350 researchers
representing more than
60 departments are affiliated with the institutes.
ARC also supports student
groups with combined
participation of more than
250 members in data science, artificial intelligence, and scientific computing.
Through our Consulting for Statistics, Computing
and Analytics Research (CSCAR) unit, we provide
training in data science, computational science, and a
large number of software languages, as well as walkin and by-appointment consulting services used by
thousands of researchers each semester. CSCAR is
always adding new expertise, such as Android app
programming. Our consulting model is designed to
especially enable support for and empower the long
tail disciplines while still supporting the short tail.
Training and one-on-one consulting serve all levels of
experience, bringing in new communities and empowering academically vulnerable students and those with
less-technical backgrounds.
At the same time, our Advanced Research Computing
- Technology Services (ARC-TS) group is constantly
enhancing our computational resources through University investments as well as corporate partnerships.
This year, ARC is proud to announce the launch of the
Cavium-ThunderX cluster, a partnership with Cavium
that is providing a powerful new data science platform
for U-M researchers who use tools such as Hadoop,
Hive, and Kafka to collect and analyze massive datasets from distributed sources.
ARC-TS also enhanced the Yottabyte Research Cloud
(YBRC) platform this year by adding data ingestion tools
and research database hosting capabilities. See page 5
for more information on both Cavium and YBRC.
We’re closing in on our 10th year at ARC, which was
originally called the Office of Research Cyberinfrastructure, or ORCI. We’ve come a long way since
then, and in the coming years we’ll continue provide a
comprehensive ecosystem for computational research
at the University of Michigan.

Research Highlights
The most complex nanoparticle crystals

ever designed
by humans were developed by a team including U-M Chemical Engineering
Professor Sharon Glotzer and researchers from Northwestern University.
Eventually, this type of research could lead to new types of lenses or lasers, as
nanoparticles interact well with light waves because they are similar in size.
The research combined lab work with computational simulations (which
were performed on ARC’s Flux cluster). “It’s a great example of what can be
achieved by experimentalists and simulators teaming up,” Glotzer said.
The study, titled “Clathrate Colloidal Crystals” was published in the March 3,
2017 edition of the journal Science. Glotzer and Chad A. Mirken, Professor of
Chemistry at Northwestern, are co-corresponding authors.

big data partnership with Shanghai Jiao Tong University

Through a
, U-M is investing in data science research projects in a wide range of disciplines. Coordinated by the Michigan Institute for Data
Science (MIDAS), each project is a collaboration between researchers at SJTU and U-M. MIDAS will also help connect
the new research teams to expertise and resources across campus to support and augment their work. Over the past
year, investment in these research initiatives has totaled approximately $1.8 million. The projects are focused on:
• the connection between kidney disease and air pollution
• using machine learning to improve forecasts for solar power generation
• metanalysis of cosmological surveys
• construction of a causality knowledge base from online financial text
• data-based alloy design
• using a mobile app to predict depression
• evaluating large-scale electric vehicle charging station placement
• using mobile phones to assess urban green space usage
• modleing osteosarcoma using machine learning.

ConFlux cluster

The innovative
, which was created in 2016 to facilitate dataenabled modeling of complex physics problems, is now being used by a group of nearly 50
researchers across the University. Using the cluster’s ability to combine massive datasets with
computational modeling, U-M researchers published papers in peer-reviewed journals in
2017 on turbulent airflows, patient-specific blood circulation related to shunt design, hydrogen fuel storage, and large eddy simulation. U-M Aerospace Engineering Professor Karthik
Duraisamy is the PI on an NSF grant that supported the development of the cluster.
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geospatial data analysis

A U-M researcher helped with
of
satellite data collected by NASA that was included in a series of articles published in the journal Science. Manish Verma, a geospatial data consultant
with Consulting for Statistics, Computing and Analytics Research (CSCAR),
analyzed data on solar induced fluorescence (SIF) gathered by NASA’s OCO-2
satellite. Verma’s analysis helped expand the utility of measurements of SIF,
which indicates active photosynthesis in plants, from satellite-level collections down to individual ecosystems. This can, in turn, “lead to more reliable
estimates of carbon sources — that is, when, where, why and how carbon is
exchanged between land and atmosphere — as well as a deeper understanding of carbon-climate feedbacks,” according to the article (“OCO-2 advances
photosynthesis observation from space via solar-induced chlorophyll fluorescence,” Science, Oct. 13, 2017).

collaborative workshops

U-M researchers participated in
on a variety of topics, organized by the Michigan Institute for Data Science
(MIDAS) and the Michigan Institute for Computational Discovery and
Engineering (MICDE). The workshops brought together researchers from
across disciplines, and yielded several new research collaborations in fields
including:
• data integration
• mobile sensor data analysis
• computational neuroscience
• single-cell genomics
• materials science
• cyberseecurity
• transportation

Midwest Big Data Hub

U-M is taking a leadership role in the
,
a consortium of universities focused on using data science to solve problems of importance to the Midwest, including smart cities and connected
communities; agriculture; manufacturing; and biomedical and neuroscience research. Brian Athey, Co-Director of the Michigan Institute for
Data Science (MIDAS) is a co-PI of the NSF-funded project, and teams
from U-M are leading two associated “spoke” projects: Advanced Computational Neuroscience Network (Richard Gonzalez, George Alter, and
Ivo Dinov); and Integrative Materials Design (John Allison).

Infrastructure
Cavium ThunderX Big Data cluster

The
developed
through a partnership between the University of Michigan and Cavium, is a
powerful new high performance computing cluster dedicated to data science
and available to all U-M researchers. The cluster will use dual socket servers
powered by Cavium’s ThunderX ARMv8-A workload optimized processors,
and will run the Hortwonworks Data Platform, providing Spark, Hadoop
MapReduce, and other tools for large-scale data processing.

SLATE

The
project (Service Layer
At The Edge) is a $4 million NSF-supported initiative to provide technology
that simplifies connecting university
and laboratory data center capabilities
to the national cyberinfrastructure
ecosystem. U-M Physics researcher
Shawn McKee is a co-PI in the group
developing the system as part of a team
including the University of Chicago
and the University of Utah. U-M will
contribute to the project through development of much of the hardware system, the advanced networking
components, the user interface, and the core project design and implementation.

Yottabyte Research Cloud

The
, a flexible, secure
computing enclave system established in 2016, saw significant
expansion in FY17, with new services including research database
hosting and data ingestion tools. YBRC is used by a diverse group
of research initiatives at the University, including the Reinventing Transportation project, which uses big data to improve urban
transit systems; the Chicana por mi Raza project, which is digitizing archives relating to Chicana and Latina civil rights; researchers analyzing health care claims data from across the country (see
illustration); and scientists in the departments of Chemical Engineering, Earth and Environmental Sciences, Internal Medicine,
Obstetrics and Gynecology, and others.
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Consulting & Training
graduate programs in computational and data science

ARC’s
, consisting of the
Graduate Certificate in Data Science, the Graduate Certificate in Computational Discovery and Engineering, and
the joint Ph.D. program in Scientific Computing, have more than 200 students currently enrolled. The programs
prepare students for careers in computationally intensive fields while they pursue degrees in existing U-M graduate programs.

MIDAS summer camp

The
was held in
downtown Detroit, with 22 campers from around the
country who learned about data science from area
businesses, museums and universities. Activities
included a visit to the Detroit Tigers data team; explorations of the mathematical aspects of art at the
Detroit Institute of Art; and a session with Data Driven
Detroit, a group providing policy makers with data
analysis to drive decision making.

expanded consulting support

The
provided by Consulting
for Statistics, Computing and Analytics Research (CSCAR) has broadened
the areas of assistance now available to researchers across campus. CSCAR
added consultants with expertise in geographic information systems (GIS),
geospatial data, and Android app development.

student groups

The number of
receiving
support from ARC increased this year, and now includes the Michigan Data Science Team (MDST),
the Scientific Computing Student Club (SC2), the
Michigan Student Artificial Intelligence Lab
(MSAIL), and the Computational Social Science
Workshop (CSSW). MICDE and MIDAS also hold
annual student poster competitions to recognize outstanding research being conducted across campus.

ARC by the numbers
• All 19 schools and colleges at U-M use ARC
consulting, training, and computing resources
• 91.8 M CPU hours of ARC HPC (past year)
• 4.5 M jobs on the Flux HPC cluster (past year)
• 3,090 consulting hours (past year)
• More than 1,500 users of the Flux HPC cluster
(past year)
• 350 faculty members affiliated with the MIDAS
and MICDE research institutes
• More than 250 combined members of the
Michigan Data Science Team (MDST), the
Michigan Student Artificial Intelligence Lab
(MSAIL), and the Scientific Computing Student
Club (SC2)
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